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Abstract. The strong trend towards the automation of many aspects
of scientific enquiry and scholarship has started to affect also the social
sciences and even the humanities. Several recent articles have demonstrated the application of pattern analysis techniques to the discovery
of non-trivial relations in various datasets that have relevance for social
and human sciences, and some have even heralded the advent of “Computational Social Sciences” and “Culturomics”. In this review article I
survey the results obtained over the past 5 years at the Intelligent Systems Laboratory in Bristol, in the area of automating the analysis of
news media content. This endeavor, which we approach by combining
pattern recognition, data mining and language technologies, is traditionally a part of the social sciences, and is normally performed by human
researchers on small sets of data. The analysis of news content is of crucial importance due to the central role that the global news system plays
in shaping public opinion, markets and culture. It is today possible to
access freely online a large part of global news, and to devise automated
methods for large scale constant monitoring of patterns in content. The
results presented in this survey show how the automatic analysis of millions of documents in dozens of different languages can detect non-trivial
macro-patterns that could not be observed at a smaller scale, and how
the social sciences can benefit from closer interaction with the pattern
analysis, artificial intelligence and text mining research communities.
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Introduction

As an increasing number of research tasks are automated, the nature itself of
scientific investigation is evolving, with a shift from a hypothesis-driven to a
data-driven model of enquiry [15, 31, 4, 21, 23]. While this trend is most visible
in the biological and physical sciences, it is also increasingly affecting areas of
scholarship that seemed to be beyond the reach of automated methods, such as
the humanities and the social sciences [27, 38, 30] .
While a hypothesis-driven approach to science involves careful design of experiments, often to deliberately discriminate between two competing hypotheses,
in a data-driven approach the collection of vast amounts of data precedes the
formulation of any hypotheses. So in genomics, for example, the sequencing of
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complete genomes is seen as the starting point for investigations whose details
are not known at the time of sequencing. Data mining and automated pattern
analysis are obviously central to this new scientific method, as are data management aspects relative to the use of massive datasets. Statistics, data structures
and algorithms are the language of this new way of doing science [11, 12].
One qualitative difference between this approach and previous ones is its focus on exhaustive data: genomes, proteomes, transcriptomes are words denoting
the full set of all genes, proteins and transcribed RNA that are present in an
organism. Many more omics have been proposed, from metabolomics to interactomics [14]. In biology there have also been references to the bibliome, intended
as the full set of published literature that is relevant to a given area of study [22].
Each of these approaches implies the use of automated means of data collection
and analysis.
In the social and human sciences, the collection of vast datasets was often
motivated by commercial applications. Social networks have been charted (as
a side effect of email usage or social networking websites), user behavior data
have been collected (as part of marketing efforts) and media content has been
digitized (as part of the current business model, which involves the offer of free
access to content, in return for advertising revenue) [27, 38, 9, 8].
All of this data is ripe for social and human science research, and indeed this
has already started. An investigation of 5% of all books ever written was published last year in Science and heralded as the start of culturomics an analogous
to all the omics that have appeared in the biological sciences [30] . This investigation answered questions such as the evolution of spelling conventions, and
the first use of certain words, among other things. Similarly, studies based on
very large social networks have appeared [27]. It is not only the number of such
data-driven studies that is increasing, so is also the complexity of the relations
that can be detected by automated means. Accessing aspects of content or style,
even in multilingual text, is now possible by advanced algorithms, developed for
various applications in data mining, pattern recognition, and web technologies.
In this paper we will review a series of results that have been obtained over the
past 5 years at the Intelligent Systems Laboratory at the University of Bristol,
involving the analysis of vast amounts of news content. We call the contents
of all the media “the mediaphere” and while it is now conceivable to chart all
of it, at the present we are analyzing a large portion of it, which we believe
to be representative only for Europe and United States. This exposition is not
intended to present novel results (as all results discussed here are the fruit of
various collaborations within the ISL and have been published elsewhere), nor
to cover the entire emerging field of automated media analysis. Other projects
are under way, with similar goals to ours, most notably the Lydia project [29,
6], and the European Media Monitor [36].
The studies presented here involve the analysis of large corpora (sometimes
in the order of millions of documents) and a diverse set of techniques, to answer
questions such as: is there a gender bias in the coverage of news, and does it
depend on the topic? Is the writing style related to the topic? Is there any pat-
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tern in the way the leading european outlets select the stories they publish every
day? Can we automatically detect new memes emerging in the news stream?
Can we relate the content of textual streams to objective quantities, such as
rainfall or flu-levels in the real world? These questions traditionally fall within
the remit of the social sciences, and are addressed by methods such as coding
(annotation of articles by human analysts), followed by statistical analysis of
the results. The size of these studies is necessarily limited to articles appeared
in a few outlets and weeks, or to a select topic (as an example of such style of
analysis see [1]). We attack this problem by gathering large amounts of data,
with a dedicated software infrastructure, and deploying various algorithms for
pattern analysis, language technologies and data mining. Where the quality of
information extracted from each article may not be as high as that of human
analysts, we can apply our methods to millions of documents, therefore extracting large scale patterns and trends that would not be accessible by conventional
methods.
As a demonstration of a diversity of approaches, in this article we will address
the analysis of multilingual data, to reconstruct some aspects of the EU media
content [18], the detection of relations between gender bias and topic[2], the
analysis of style: how readability and sentiment are related to topic and outlet
[19], and the detection of events in textual streams (both from traditional and
from social media) [34, 26].
This article starts by surveying our data management infrastructure, NOAM
(News Outlets Analysis and Monitoring)[17], and then briefly describing some
of the experiments that we have mentioned above. As much more remains to
be done, we will devote the Conclusions to discuss the road ahead, and the
implications of this general line of research for scientific method in general. 1
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Data Acquisition and Management

In order for us to perform the experiments described in the next section, it was
necessary to create a scalable infrastructure for data gathering and management. The need to access very large amounts of data also introduced constraints
on our analysis methods. Our system is called NOAM and is described in [17].
We cannot describe here the details of our infrastructure, besides mentioning
that it currently is based on 5 dedicated servers, and centered around a MySQL
database. All news-items stored in our system can be annotated by various software modules, that can apply tags describing different aspects of the content.
These modules operate nearly independently, gradually improving the annotation of existing content, but also generating new content as in the case of the
machine translation module. Wherever possible we built our modules around
open source software, as is the case for machine translation, information extraction, and support vector machines, while all the rest had to be developed within
the group.
1

We invite the readers to access the articles and Demo websites mentioned in this article,
via our unified project website: http://mediapatterns.enm.bristol.ac.uk.
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Our system currently monitors the contents of about 1500 outlets of various
types (newspaper, magazine, broadcast), in 22 European languages, and from
193 different countries. English language news outlets represent the main part
of this set (498), the rest being formed by news outlets in different languages,
or sources of different type, such as press releases or blogs. The system checks
multiple times per day for any new content by reading the news feeds of these
online outlets, and stores in the database the basic information: title, description,
URL; as well as some tags inherited from tags hand-assigned to the feeds list
(e.g.: location, language, media type). Once in the system, these news items are
processed, augmented and annotated by our software modules.

The full textual content of the articles is retrieved, starting from the URL provided by the RSS feed, by a scraper module, and stored in the same database.
If the document is not in english, a module based on the Statistical-MachineTranslation (SMT) package Moses [25] is used to generate another news-item,
in English. We trained the SMT module using data from Europarl [24] and JRCAcquis Corpora, so to cover all languages of the EU [37]. Various topic classifiers based on 1-class and 2-class Support Vector Machines [33, 10, 7] have been
trained on Reuters [28] and New York Times [32] corpora, producing modules
that can operate on English language text to assign topic labels, such as: crime,
business, science, disasters, and so on [37]. The system also extracts named
entities (people, locations, organizations) by using a module built around the
open source tool Gate [13], augmented with various adaptations to deal with
co-reference resolution [2, 19] . In this way, a database of people is generated,
along with attributes such as their gender and domain tags (e.g.: Barack Obama,
male, politics). Information about the style of writing can be extracted by using standard metrics, including tools to measure the readability of a text as a
function of word and sentence length [20]; and tools to measure the “sentiment”
value of adjectives [16], which we have incorporated into larger pipelines aimed
at assessing the degree of “linguistic subjectivity” of a text (details in [2, 19]). All
English language articles are also indexed by a suffix tree based on words, and
statistical annotation is maintained about the frequency of all word n-grams,
so that surprising changes in frequency are detected, and interesting n-grams are
discovered [34]. Clustering is used to link together all articles, from all outlets,
that cover the same events. The resulting cluster is called a story. Based on this
software infrastructure, we performed various experiments aimed at detecting
and understanding patterns in media content. Overall, we have analysed 30 million online documents. A separate pipeline has also been used to gather twitter
content, so to experiment with it as a means to predict quantities such as flulevels and rainfall in the UK [26]. The term we use for this task is ’nowcasting’ as
it infers the present, rather than the future. Many other modules are currently
being developed, for user modeling, information extraction, image analysis, and
more.
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Experiments: Patterns in Content

As an illustration of the style of enquiry that we described above, we will present
here some of the patterns we have detected in the global news content. They
were all published in various conferences and journals, so that we will omit most
technical details, focusing instead on the findings.
3.1

News Coverage in the EU

A key question in media content analysis is: what makes news? In other words:
out of all the many stories that could be covered every day, how do outlets pick
the few stories they will feature in their main pages or feeds?
We selected the leading news outlets from each EU country (the top 10 outlets
by web traffic - as measured by Alexa ranking - where available) that also had a
RSS feed, and collected all articles from their main-feed (roughly corresponding
to first page in newspapers), over a period of 6 months. This resulted into 1.3M
news items, in 22 different languages. We machine-translated all into English,
making sure to remove all untranslated words that might survive this process.
We then clustered all articles into stories (sets of nearby articles in the bag-ofwords representation), and represented each news outlet as a bag of stories. The
question we asked was: is there any stable pattern in the stories that each outlet
chooses to cover?
The answer emerged by just linking outlets that share many stories (as measured by chi-square) and splitting the resulting network into communities (by
applying a threshold to the chi-square statistic). The outlet-communities were
found to be formed mostly by outlets from the same country, suggesting that
the key differentiator among European outlets in the choice of stories to cover
is still nationality. Once this had been established, we merged all outlets of each
country into single nodes (regarding them as super outlets) and we repeated
the exercise. What emerged now is a network showing the similarity among EU
countries in their coverage of news stories (see Figure 1).
We compared this network with three other networks, obtained by using
trade-relations data, Eurovision voting patterns, and geographic proximity. Each
of these was found to be significantly correlated to the media-content similarity
network. Finally, we also measured the deviation of each country from the average EU content, and ranked all 27 countries by that measure. This was shown to
be statistically correlated to both the year of accession to the EU and whether
they use a national currency or the Euro. All the results in this section have
been reproduced from the article [18], where the technical details can be found.
What is remarkable of this type of analysis, is that the macroscopic pattern
we detected emerges from multiple small independent choices made by thousands of editors every day, and yet it reveals a clear structure in the european
mediasphere. These results demonstrate how millions of documents in dozens of
languages can be processed by machine, to reveal macro-patterns at the continental level that could never be observed by conventional methods of analysis.
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Fig. 1. This network represents the similarities among EU countries in the choice
of stories they cover in their leading newspapers. It was generated by analysing 1M
documents in 23 different languages, from about 200 newspapers, representing the 27
countries of the EU.

3.2

Gender, Style and Topic

Gender. Of the top 100 richest people in the world in 2011, 90 are men and
10 are women 2 . We call this the M/F ratio, and it is one of the most obvious
biases in many areas of society. What is less obvious is how this bias changes
with topic, or area of life.
The M/F ratio is higher in some domains and lower in others: of the top 50
richest athlets, all 50 are male 3 ; of the top 100 “celebrities” 35 are females 4 .
Of the 10 richest fashion models, 10 are females 5 .
We asked the question: does media attention follow similar patterns? Of the
1000 most mentioned people, how many are men and how many are women?
Does this ratio also change with topic? Answering this question implies being
able to reliably detect people and their gender, as well as the topic of the articles
in which they are mentioned. By doing this on large quantities of text, one can
form the charts of the Top 1000 most mentioned people by topic, and measure the
gender bias in these lists. We used our infrastructure to do just that, processing
476,528 articles in English language. Our infrastructure included the open source
tool Gate, which we used for named entity recognition (NER), although we had
to add various layers to improve the quality of annotation, by leveraging large
2
3
4
5

http://www.forbes.com/wealth/billionaires/list
http://sportsillustrated.cnn.com/more/specials/fortunate50/
http://www.forbes.com/lists/2010/53/celeb-100-10 The-Celebrity-100.html
http://www.forbes.com/2010/05/12/top-earning-models-business-entertainmentmodels.html
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Fig. 2. The percentage of females in the 1000 most popular people, by topic, in 476,528
articles in english language, appeared between 1st Jan 2010 and 30th October 2010.

corpora [2, 3]. This was done only on English-language documents. We obtained
the results shown in Figure 2.
It is clear that not only the same bias is present also in media coverage, but
that it varies with topic in a similar way as the income bias.
Patterns in Style. We were also interested in large scale patterns involving
writing style, namely readability and the use of “opinionated” or “judgmental”
language. The first quantity is captured by a standard measure, roughly a function of word and sentence length, which has been shown to correlate well with
ease of comprehension [20]. In order to capture the second quantity, we use the
fraction of all adjectives in the text that are sentimentally polarized (that is,
adjectives that express a sentiment or a judgment, according to the tool SentiWordNet [16]). The results showed a clear and significant dependency of style
both on topic and on news outlets (See Figure 3 for the relation between outlets
and style).
Besides observing reassuring properties, e.g. that children outlets are the
most readable, and Op/Ed articles use highly opinionated language, it is interesting to notice that outlets that occupy similar market niches tend to have a
similar writing style (e.g., The Sun and The Daily Mirror; or The Times and
the New York Times). This kind of analysis can now be performed on a massive
scale, revealing properties of outlets that are likely to both shape and reflect the
preferences of their readers. These results are reproduced from the articles [2,
19], where all the technical details can be found.
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Fig. 3. The leading US and UK newspapers plotted in a “style space”, spanned by
their readability and “linguistic subjectivity” scores.

3.3

Event Discovery in Textual Streams

Another question in media studies concerns the relation between the content of
the media and events in the real world. Can we mine the content of large textual
streams, such as traditional media or user-generated media, to discover events
that are taking place in the real world?
From the point of view of pattern analysis, there are two distinct classes of
problems: one is the detection of a specific event in a textual stream (pattern
matching), while the other is the detection of “any event” of interest in the same
stream (pattern discovery). We have experimented with both settings, developing
a tool for event discovery - which we tested on the New York Times corpus [32]and a tool for the detection of influenza-like-illness - which we tested on the
content of Twitter.
The detection of “interesting” events in textual streams naturally depends
on what we consider to be an event. In this case, we assumed that any significant change in the statistics of the source generating the data may signal an
event, or a change in the state of the world. Under the assumption that the
textual stream can be considered as generated by a Markov source (at the level
of words), we focused on detecting significant changes in the frequency of word
n-grams. The technical challenge is obviously to be able to monitor all possible
n-grams, keeping sufficient statistics for each, in order to decide if one of them
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Fig. 4. The most surprising n-grams in a 8-years time series of 1M New York Times
articles. Among the highest peaks are n-grams like: world-trade-center; princess-diana;
sept. 11; Lewinsky

is significantly changing its frequency. A statistically annotated suffix tree was
developed, adapted to deal with the large (and unbounded) alphabet size. While
the system is now deployed and working on daily news in our system, we have
tested it on 8 years of the New York Times corpus, obtaining the results shown
in Figure 4.
These results are based on the articles [35, 34] where the technical details can
be found.
The problem of detecting a specific event in the world, by analysing a textual
stream, was addressed by using a supervised machine learning method. A time
series of all twitter posts from the UK was collected for several months, along
with a time series created by the Health Protection Agency reporting the levels
of flu in the country. The idea was to map the text into a vector space representation, and then to use a linear regression algorithm to map words to flu-levels.
We used the sparse regression method BoLasso [5], identifying a small subset
of words that are highly indicative of the flu levels in the population, and the
resulting flu-detector has shown to provide strong correlation with the actual
flu levels. The same experiment was also replicated for the prediction of rainfall
levels. These results are based on the paper [26] where the technical details can
be found.
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Conclusions

The data revolution of the past decade is changing unexpected aspects of society,
business and also science. The data-driven approach to science may mark an
important change in scientific method, affecting not only how we do science, but
also what we consider as valid or interesting knowledge [11, 12]. The humanities
and the social sciences are also starting to be affected by this. One particularly
important set of data is represented by online news, which now include most
leading global news sources. Patterns and trends in the content of this textual
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stream contain valuable information for media analysts, and social scientists in
general.
We have demonstrated how state-of-the-art tools in machine learning, information extraction, and machine translation can today be deployed, to analyze
gender bias in news content, readability, subjectivity, and how they all relate to
the topic of an article. We have also demonstrated how the publishing choices
of news editors in different European countries reflect more general relations between these countries. While it is now possible to ask certain scientific questions
to the data, and largely automate the process of answering them, it is also true
that these questions are somewhat different from those that were asked before
in the same area of scholarship. In fact, the data-driven approach can be seen as
complementing the traditional one, rather than competing with it. Currently, we
can extract simple information, about entities and events, topics and surprising
memes. This, coupled with large amounts of data, can automatically generate
social networks, maps, or timelines, or associations between news outlets based
on their style, or choice of topics.
The interesting opportunity for pattern analysis researchers is that this frontier stretches our current capabilities, inviting us to collaborate with other scholars, and to work on large scale, noisy and non-trivial data streams. The appeal
for social scientists is that this approach has the potential to “extend the boundaries of rigorous quantitative inquiry to a wide array of new phenomena spanning
the social sciences and the humanities” as was remarked in [30].
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